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To make effective decisions in our dynamic world, the brain 
must adapt to conditions that differ in their temporal struc-
ture. For example, a decision about whether to buy or sell a 

stock should use historical data differently depending on the cur-
rent market conditions. If the market is stable, then historical data 
may be useful for predicting current and future pricings. In con-
trast, if the market is unstable, then historical data may be less rel-
evant. In general, decisions about noisy, but stable, quantities often 
involve integrating uncertain information over time to improve 
accuracy1–7. In contrast, decisions about quantities that undergo 
frequent, unpredictable changes should rely on information that is 
processed over shorter timescales8–12. Under certain circumstances, 
human decision-making tends to follow these adaptive dynamics, 
but the underlying neural computations remain unknown13–17.

In principle, the latent, temporal structure of a data stream can 
be learned in a hierarchical fashion using probabilistic inference18. 
Hierarchical inference processes are powerful, and often optimal, 
computational frameworks that are beginning to be used as theories 
of brain function19–23. However, a major challenge for these theories 
is that the complexity of the model classes within which the infer-
ence should be performed is typically unknown. Hierarchical infer-
ence processes build and update a model of the world that is the 
source of expectations that guide decisions. The complexity of this 
model governs the kinds of problems it can help to solve. For exam-
ple, a simple, history-independent model can provide only history-
independent guidance. More complex models can account for more 
complex dynamics. In general, the range and probabilities of differ-
ent latent environmental dynamics are not well defined, leading to 
uncertainty about how complex a model to use24.

We examined how the brain can overcome this challenge while 
performing a hierarchical change-point task. The task required 
human subjects to make decisions about the source of a stream of 
noisy data. The source underwent unsignalled changes at a particular  

hazard rate that itself underwent unsignalled changes (Fig. 1). 
We previously showed that, on average, subjects adapted their 
decisions to the time-varying hazard rate, for example showing a 
greater tendency to accumulate information over longer times 
when the hazard rate was low (a stable environment) than when 
it was high. Here we assessed how subjects learned the latent  
hazard rate.

We show that individual differences in this learning process were 
evident as a trade-off between the ability to adapt to real changes in 
the hazard rate (minimizing bias) and to reduce choice variability 
that occurs when the hazard rate does not change (minimizing vari-
ance). We interpret this result in the context of learning algorithms 
that flexibly explore the hypothesis space on hazard rate, such that the 
size of this space (the width of the prior distribution on hazard rate) 
jointly governed bias and variance and accounted for individual per-
formance differences along those dimensions. Our findings suggest 
that this kind of bias–variance trade-off, which reflects the complex-
ity of the predictive model to be learned and is well known in machine 
learning, also has direct relevance to human behaviour18,25–29.

Results
Forty-one human subjects performed a change-point inference task 
that required them to decide which of two sources of stars on a com-
puter screen generated the star drawn for that trial (the task is shown 
in Fig. 1). Star positions came from one of two Gaussian distribu-
tions, which took turns governing star position for stretches of trials 
of random length. The time between switches was governed by a 
latent parameter, the hazard rate, which was kept constant for 400–
1,000 trials but then underwent unsignalled changes. Subjects were 
thus challenged to distinguish random variability in the position of 
the star from underlying and unpredictable flips in their source.

We showed previously that task performance depended on 
learned estimates of the hazard rate, which governed an adaptive 

A bias–variance trade-off governs individual 
differences in on-line learning in an unpredictable 
environment
Christopher M. Glaze1,2, Alexandre L. S. Filipowicz1,2, Joseph W. Kable2, Vijay Balasubramanian3  
and Joshua I. Gold   1*

Decisions often benefit from learned expectations about the sequential structure of the evidence. Here we show that indi-
vidual differences in this learning process can reflect different implicit assumptions about sequence complexity, leading to 
performance trade-offs. For a task requiring decisions about dynamic evidence streams, human subjects with more flexible, 
history-dependent choices (low bias) had greater trial-to-trial choice variability (high variance). In contrast, subjects with more 
history-independent choices (high bias) were more predictable (low variance). We accounted for these behaviours using mod-
els in which assumed complexity was encoded by the size of the hypothesis space over the latent rate of change of the source 
of evidence. The most parsimonious model used an efficient sampling algorithm in which the range of sampled hypotheses rep-
resented an information bottleneck that gave rise to a bias–variance trade-off. This trade-off, which is well known in machine 
learning, may thus also have broad applicability to human decision-making.

NAtuRe HuMAN BeHAVIOuR | VOL 2 | MARCH 2018 | 213–224 | www.nature.com/nathumbehav 213

https://doi.org/10.1038/s41562-018-0297-4
mailto:jigold@pennmedicine.upenn.edu
http://orcid.org/0000-0002-6018-0483
http://www.nature.com/nathumbehav


© 2018 Macmillan Publishers Limited, part of Springer Nature. All rights reserved. © 2018 Macmillan Publishers Limited, part of Springer Nature. All rights reserved.

Articles NaTure HumaN BeHavIour

information-accumulation process13. According to Bayesian theory, 
this adaptive process is based on computing for each trial (n) the 
logarithm of the posterior odds the two sources (Ln) given all sen-
sory evidence (star positions, x) collected until that trial and knowl-
edge of the current hazard rate (H):
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where LLRn is the log likelihood ratio provided by the star posi-
tion (sensory evidence) on that trial, and ψ is the time-varying 
prior expectation (the logarithm of the prior odds) about the source 
before observing the new sensory evidence:
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The prior expectation ψ is the key feature of the model, controlling 
the dynamics of information accumulation as a function of learned H.

On average, the subjects’ choices were consistent with this 
ideal-observer model, but using imperfect estimates of H (ref. 13). 
In particular, we previously fit behaviour to the optimal model, 
using each subject’s estimate of H as a single free parameter for each 
hazard-specific block of trials. The best-fitting values of subjective 
H were correlated with objective H across all blocks and subjects, 

but with a bias towards intermediate values of ~0.5. These interme-
diate values represent a history-independent process with a 50/50 
chance of the generative source switching or staying on each trial 
(Pearson’s r comparing Hsubjective and Hobjective across all blocks and 
subjects =  0.721, P <  0.0001). Here we focus on how individual sub-
jects learned the hazard rate and the implications of this learning 
process for individual differences in task performance.

Individual differences in hazard learning. Consistent with the 
population data, individual subjects tended to adapt to changes in 
hazard rate, with a bias towards intermediate values (Fig. 2a and 
equations (3)–(6)). These effects were evident in the best-fitting 
values of the two free parameters from the regression model equa-
tion (4): (1) Hdefault, which governed the intercept of the regression 
and thus reflected the default subjective hazard rate used by the 
subject across blocks, had a median value of 0.44 (Fig. 2b); and 
(2) mH, which governed the slope of the regression, tended to be 
> 0, indicating adaptivity to hazard rate (median =  0.29, two-tailed 
Wilcoxon signed-rank test for median =  0, P =  2.61 ×  10−8; Fig. 2c)13.

The best-fitting values of these parameters also varied consider-
ably across subjects (range: 0.23–0.66 for Hdefault in Fig. 2b; 0.00–1.07 
for mH in Fig. 2c). In contrast, the within-subject variability was 
more limited: best-fitting values of each parameter were strongly 
correlated across sessions for each subject (Spearman’s ρ compar-
ing independent estimates from two randomly partitioned sets of 
sessions =  0.61, P =  3.444 ×  10–5 for Hdefault; 0.54, P =  0.0003 for mH) 
and did not show learning effects (median ±  s.e.m. change from the 
first to the second half of sessions for each subject =  − 0.02 ±  0.03, 
P =  0.65 for Hdefault; 0.00 ±  0.03, P =  0.59 for mH). Thus, variability in 
performance reflected how each subject applied relatively consistent 
strategies to learn and use hazard rate.

These individual differences were apparent in certain choice 
patterns that affected accuracy. For example, non-adaptive sub-
jects (those with smaller best-fitting values of mH) tended to make 
choices that depended little on the hazard condition or any out-
come but the most recent one (unchanging fit hazard rate in Fig. 2d  
and overlapping curves in Fig. 2g). In contrast, adaptive subjects 
tended to make choices that depended on the history of outcomes 
in a hazard-dependent manner (changing fit hazard rates in Fig. 2e,f 
and less overlapping curves in Fig. 2h,i). In general, more adaptive 
history dependence corresponded to higher accuracy: best-fitting 
values of mH, but not Hdefault, predicted how much better each subject 
performed on the task across all conditions (Spearman’s ρ =  0.54, 
P =  0.0003 for mH, black points in Supplementary Fig. 1a; ρ =  –0.11, 
P =  0.51 for Hdefault).

Higher hazard-rate adaptivity corresponded to higher choice 
variability. The accuracy gains associated with higher adaptivity 
were limited by a countering effect of increasing choice variabil-
ity (Supplementary Fig. 1a). We measured choice variability as the 
slope of the psychometric function describing the probability of 
switching choices (choosing the left/right source just after choosing 
the right/left source) as a function of the current sensory evidence 
for a switch (defined in terms of the z-scored horizontal star posi-
tion; higher slopes imply less choice variability, as shown in Fig. 3a). 
As with Hdefault and mH, these slopes were variable across subjects 
but tended to be relatively stable across sessions for individual sub-
jects (Spearman’s ρ comparing independent slope estimates from 
two randomly partitioned sets of sessions for each subject =  0.43, 
P =  0.006). Across subjects, estimated choice variability was posi-
tively correlated with adaptivity (Fig. 3b).

This relationship between adaptivity and choice variability 
across subjects was corroborated by features of the psychometric 
functions binned by adaptivity. Non-adaptive subjects had relatively 
steep psychometric functions that varied little with hazard condi-
tion (overlapping curves in Fig. 3c). For increasing adaptivity, these 

Star
position

0

1

State
(triangle)

L

R

L

R

Trial number
0 1,000

zn–1 zn zn+1

xn–1 xn xn+1

Hn–1 Hn
Hazard

rate

Trial number

Fig. 1 | task. The top shows a representation of the computer screen used 
in the task, with two Gaussian sources indicated by green clouds centred 
on the two triangles. For each trial, a random sample from one of the two 
sources was shown (red star), and then the subject indicated the inferred 
source of that sample. The state switched at a constant probability on each 
trial, referred to as the hazard rate, or H. H can range from 0, implying a 
perfectly stable process, to 1, implying a process that switches on every 
trial. The value of H was held constant for blocks of trials but then switched 
without warning or signal to a new value. The bottom shows a graphical 
model of the generative process and an example sequence of trials in terms 
of hazard rate (H), state (z =  left or right) and horizontal star position (x).
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functions became increasingly dependent on hazard rate, shifting 
leftward (that is, requiring less sensory evidence to make a switch) 
at high hazard rates and rightward (that is, requiring more sensory 
evidence to make a switch) at low hazard rates (non-overlapping 
curves in Fig. 3d,e). In addition, the psychometric functions became 
increasingly shallow, reflecting more choice variability, particularly 
in low and high hazard-rate conditions (Fig. 3c–e).

The relationship between adaptivity and choice variability 
resulted in performance trade-offs that depended on the objective 
hazard rate (Supplementary Fig. 1b). Non-adaptive subjects (that is, 
mH ~ 0) tended to perform equally well for all hazard-rate blocks, 
essentially treating each block as a similarly history-independent 
process (because Hdefault tended to be ~0.5). Increasingly adaptive 
subjects did better overall, but these gains arose primarily from 
the ability to adapt effectively to high and low hazard rates. Under 
these conditions, the performance improvements associated with 
increased adaptivity outweighed the slight increase in errors associ-
ated with higher choice variability. In contrast, increasingly adaptive 
subjects tended to do progressively worse for hazard rates ~0.5, for 
which adaptiveness to trial history had little benefit while the costs 
of increased choice variability remained. Thus, in general, optimiz-
ing performance with respect to the trade-off between adaptivity 
and choice variability depended on the exact task conditions.

Hazard-rate learning models captured the performance trade-
offs. We tested several different learning models to try to account 
for the relationship between adaptivity and choice variability. These 
models provided updated estimates of hazard rate on each trial. 

We used these estimates to inform the predictive component of 
the normative decision process (ψ in equations (1) and (2)) that we 
previously showed provides an effective account of behaviour13. In 
particular, we used three model classes that differed in terms of the 
nature of the hazard-rate representation (Fig. 4).

First, we used a hierarchical Bayesian model (equations (7)–(14)) 
that represented hazard rate as a full probability distribution. Unlike 
previously proposed, similar models, this model: (1) explicitly 
accounts for abrupt changes in latent structure, unlike in ref. 30; (2) 
is applied to binary states, not continuous ones as in ref. 8; and (3) 
is applied to states that themselves may not be directly observable, 
unlike in refs. 31–33. This model assumes a hierarchical, Markovian 
generative process, in which star position on the current trial is gov-
erned by the current state (left or right source), which switches at 
some hazard rate. The current hazard rate is determined by a pro-
cess with three hyperparameters. Two of these hyperparameters, µH 
and φH, govern the mean and precision, respectively, of a beta dis-
tribution from which hazard rate is generated (equation (7)). The 
third is volatility, K, which represents the fixed probability that on 
each trial the hazard rate is re-picked from that distribution, akin to 
its use in other statistical models of change-point inference (equa-
tion (11))30,34. The precision of the prior distribution (φH) strongly 
influenced hazard learning: a broad prior facilitated adaptation to 
changes in objective hazard rate, whereas a narrow prior caused the 
model to deviate little from its default assumption (µH; Fig. 5a,b and 
Supplementary Fig. 2).

Second, we used a computationally simpler, stochastic learning 
algorithm in which a bank of sampled and updated ‘hazard-rate 
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as indicated.
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hypotheses’ replaced the full hazard-rate distribution. This model 
used the same hyperparameters as the Bayesian model (µH, φH and 
K; Fig. 4) and more closely approximated that model as the number 
of sampled hypotheses increased (Supplementary Fig. 2). In this 
model, a hypothesis space on the joint distribution of the current 
state and the current hazard rate is explored and updated recursively 
(equations (15)–(17)) by: (1) computing a weight associated with 

each hazard-rate hypothesis according to the likelihood of obtain-
ing the data, given the hypothesis; (2) using these weights to pick 
a single hazard rate, representing the transition probability of the 
current state, that is used along with the estimate of the current state 
and the star position on the next trial to infer the state on that trial13;  
and (3) updating the bank of hazard rates to include those that 
are best explained by previous state estimates and random  

mH < 0.1 0.1 < mH < 0.3 mH > 0.3

P
r(

sw
itc

h)

Evidence for switch (normalized star position)

P
r(

sw
itc

h)

0

1

Evidence for switch

More noisy

Less
noisy

–1 0 1

0

0.5

1.0

0

0.5

1.0

0

0.5

1.0

–1 0 1

0 0.5 1.0
0

1

Adaptivity (mH)

a

C
ho

ic
e

va
ria

bi
lit

y 
(v

l)

b

c d

0 +–

ρ = 0.73, P = 3.4 × 10–7

–1 0 1

e

Low

Medium

High

Objective H

Fig. 3 | Relationship between choice variability and adaptivity across subjects. a, Schematic of psychometric functions showing the probability of 
switching choices as a function of the sensory evidence for a switch. Increasingly negative/positive numbers on the abscissa correspond to star positions 
that are increasingly away from the centre and on the same/opposite side as the previous state. Steeper slopes correspond to less choice variability (vl 
from equation (5) which is inversely related to the slope of the psychometric function). b, Per-subject (points) choice variability (vl from equation (5)) 
as a function of best-fitting values of mH (equation (4)). c–e, Psychometric functions as in a. Points represent across-subjects means (s.e.m. values are 
obscured by points). Data are grouped by objective hazard rates (colours; low =  0.05–0.1, medium =  0.3–0.7, high =  0.9–0.95) and different values of best-
fitting mH, as indicated. Lines are logistic fits. For each hazard bin, the slope of the logistic function decreased from low to moderate and, in two of three 
cases, moderate to high adaptivity (low-hazard slopes =  0.76, 0.43 and 0.22; medium-hazard slopes =  1.18, 0.60 and 0.56; high-hazard slopes =  0.92, 0.41 
and 0.21, respectively; likelihood-ratio test for H0: equal slopes for each paired comparison, P <  0.001 in each case except medium hazard, moderate to 
high adaptivity).

0 0.5 1.0

P
r 0

(H
)

Model H

log(ϕH)

1.0

0.7

Sampling model
Pr(zn | x1:n, ϕH, µH, K, vx, λ)

H (1) H (2) H (m)

7.0

Precision

High

Low

Bank of sampled
hazard-rate hypotheses

Sample from

Pr0(H)

w (1) w (2) w (m)

Weights given xn

Use H (m) to infer zn+1

H (1) H (2) H (m)

Resample H (m) via K

Ideal-observer model
Pr(zn | x1:n, ϕH, µH, K, vx, λ) 

Delta-rule model
Pr(zn | x1:n, µH, γ, vx, λ)

Hazard-rate
distribution

Point estimate of
hazard-rate

Hn+1 = Hn + γ × (ωn – Hn)

Learning rate

Change-point
probability
on trial n

γ

ωn

Fig. 4 | Learning models. Each of the three models was coupled with a normative, hazard-dependent state-space inference process (equations (1) and (2)) 
to provide trial-by-trial estimates of the current state and hazard rate, given the history of observations (star positions) and prior assumptions. The models 
differed in terms of the representation of hazard rate, which was either a full distribution (ideal-observer model), samples from a full distribution (sampling 
model) or a point estimate (delta-rule model). Both the ideal-observer and sampling models had five free parameters: µH, φH and K governing the hazard-
rate; vx representing additional sensory or choice variability; and λ representing lapses of attention. The delta-rule model had four free parameters: Hinitial, 
representing an initial hazard-rate guess; γ, the learning rate on hazard rate; and vx and λ as above. See text for details.

NAtuRe HuMAN BeHAVIOuR | VOL 2 | MARCH 2018 | 213–224 | www.nature.com/nathumbehav216

http://www.nature.com/nathumbehav


© 2018 Macmillan Publishers Limited, part of Springer Nature. All rights reserved. © 2018 Macmillan Publishers Limited, part of Springer Nature. All rights reserved.

ArticlesNaTure HumaN BeHavIour

selections from a prior distribution. These selections are gov-
erned by the volatility K, which affected adaptivity in a manner 
that depended on the number of samples but generally, like for the 
ideal-observer model, was weaker than the effects of prior preci-
sion (Supplementary Fig. 3).

Third, we used a model with a single point estimate of the haz-
ard rate that was updated on each trial according to a delta rule 
(equations (18)–(20)). Like previously proposed models, this model 
implements leaky accumulation to infer a latent change rate31,33. 
Our model extends that work to apply to conditions with state 
uncertainty. Because of this uncertainty, the relevant outcome used 
to compute the prediction error (‘delta’)—the transition probabil-
ity governed by hazard rate—is not directly observable and must 
be inferred (equation (20)). This hazard-rate inference process, in 
turn, informs the state-space inference process implemented via 
equations (1) and (2).

Simulations using all three models, but particularly the sam-
pling model, exhibited a positive relationship between adaptivity 
and choice variability that arose from the learning process itself 
(Fig. 5). For the ideal-observer and sampling models, this rela-
tionship reflected systematic changes in prior precision (φH): a 

narrow prior limited both adaptivity and choice noise, both of 
which grew as prior width increased. This effect arose because 
increased uncertainty on H, which arises naturally from a wider 
prior needed to learn a wider range of objective hazard rates, 
increased the trial-to-trial variability of the predictive compo-
nent of the decision variable (ψ in equations (1) and (2)) that, 
in turn, caused more variable choices. The sampling model also 
provided an extra source of variability that extended the relation-
ship between choice variability and adaptivity over a larger range 
of adaptivity values. This extra variability increased with fewer 
samples (hazard-rate hypotheses) and wider priors, because the 
sparse sampling caused more misestimates of hazard rate that 
drove choice variability (Supplementary Fig. 4). In contrast, sys-
tematic changes in K did not produce a comparable trade-off 
(Supplementary Fig. 2e). The delta-rule model also gave rise to a 
systematic relationship between adaptivity and choice noise that 
depended on the learning rate on hazard rate (γ), but this rela-
tionship was limited to a narrow range of relatively low adaptivity 
values (Fig. 5d). Thus, learning models that explore a range of haz-
ard rates naturally can give rise to trade-offs between adaptivity  
and choice variability.
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The sampling model provided the best description of the data. 
We compared fits of the five-parameter ideal-observer model, five-
parameter sampling model (using 5, 10 or 20 samples), and four-
parameter delta-rule model to each subject’s behavioural data (Fig. 6).  
On average, the sampling model with a bank of 20 hypothesized 
hazard rates (samples) was selected over the other models using 
the Bayesian information criterion (BIC; Fig. 6a). In general, the 
learning models were most distinguishable for the most-adaptive 
subjects. The 20-sample model also strongly outperformed a null 
model with no learning-related parameters (median ±  s.e.m. BIC 
difference from the 20-sample model =  294 ±  49, P =  1.48 ×  10−7).

As suggested by the simulations described above (Fig. 5), the 
fit precision parameter (φH) from the 20-sample model uniquely 
explained individual differences in both adaptivity and choice vari-
ability (Fig. 6b–e). No other parameter showed a reliable, across-
subject relationship to either adaptivity or choice variability. Even 
the sensory-noise parameter had only a moderate relationship to 
choice variability that was not significant after correcting for multi-
ple comparisons (Spearman’s ρ =  0.314, uncorrected P =  0.047). All 

five free parameters from the sampling model were strongly recov-
erable from the data, based on further simulations (Supplementary 
Fig. 5). Thus, the exclusive correlation between fit prior precision 
and both adaptivity and choice variability cannot be explained 
by a failure to accurately estimate the other parameters. Fit prior 
precision was also stable across sessions for individual subjects, 
with independent estimates from one random partition predict-
ing estimates from the other (Spearman’s ρ comparing best-fitting 
values from two randomly selected groups of sessions for each sub-
ject =  0.70, P =  1.79 ×  10−7). Thus, this parameter appeared to cap-
ture a relatively stable feature of the inference process that jointly 
governed learning and choice behaviour for each subject.

To further illustrate this coupling, Fig. 7 shows key patterns of 
simulated behavioural choices that qualitatively capture individual 
differences in both adaptivity (compare panels a–c to Fig. 2g–i) 
and choice variability (compare panels d–f to Fig. 3c–e) using only 
changes in the precision of the prior on hazard rate (φH) in the 
20-sample model. When this precision was high, simulated choices 
depended little on hazard rate or history and overall were less vari-
able. As this precision decreased, simulated choices were more 
adaptive to changes in hazard rate, depended on history and were 
more variable, as in the data.

Other sources of variability can affect performance. Crucially, 
this trade-off between adaptivity and choice variability was not 
an inevitable consequence of individual performance variability 
or of our analysis procedures. Rather, it depended on subjects 
using relatively consistent learning strategies that varied pri-
marily along a key dimension that jointly affected both aspects 
of performance, like prior precision in the sampling model. To 
illustrate this principle, we reasoned that the subjects took time 

BIC re:
20-sample

model

M = 5 10 20

Sampling models
Ideal

Prior precision (log ϕH) 

C
ho

ic
e

va
ria

bi
lit

y 
(v

l)

A
da

pt
iv

ity
(m

H
)

0

1

0
0

1

Correlation
with

choice variability
(vl)

Correlation
with

adaptivity
(mH)

Sensory
noise
(vx)

Lapse
rate
(λ)

Prior
precision

(ϕH)

Prior
mean
(µH)

Volatility
(K )

–1

0

–1

0

820 82

0

400a

d e

b

c

Delta
rule

ρ = –0.88
P < 1 × 10–7

ρ = –0.75
P < 1 × 10–7

Fig. 6 | Fits of the ideal-observer, sampling and delta-rule models to 
choice data. a, Bayesian information criterion (BIC) for the ideal-observer 
and sampling models at different sample bank sizes (as indicated), with 
the 20-sample size model mean BIC subtracted off (that is, a within-
subject, random-effects model-selection procedure). Thus, positive 
numbers indicate support for the 20-sample model. Points represent fits 
from individual subjects. Horizontal lines are medians (thick lines indicate 
P <  0.001 for H0: median ≠  0). Points are shaded according to the subject's 
adaptivity (mH from equation (4)). In all four cases with points shown, 
adaptivity was negatively correlated with the BIC difference (P <  0.05 
for H0: Spearman's ρ =  0), implying that non-adaptive subjects could not 
be used to readily distinguish the models, whereas increasingly adaptive 
subjects were used to select the 20-sample model. b,c, Spearman's ρ 
between each of the fit parameter estimates from the 20-sample model 
and adaptivity (mH from equation (4); b) and choice variability (vl from 
equation (5); c). Asterisks indicate H0: ρ =  0, P <  0.05, Bonferrroni 
corrected for multiple comparisons. d,e, Scatterplots of best-fitting values 
of φH (prior precision) from the 20-sample model versus adaptivity (d) and 
choice variability (e). Points are fits from individual subjects.
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Fig. 7 | effects of prior precision (φH) from the 20-sample model on 
simulated choice patterns. Columns show simulations grouped by 
best-fitting values of φH, as indicated. Data in all panels are grouped 
by objective hazard rates from the simulated blocks, as indicated in a 
(low =  0.05–0.1, medium =  0.3–0.7, high =  0.9–0.95). a–c, Group-level 
averages of the probability of switching choices on weak-evidence trials 
(|LLR| <  2.5) as a function of the number of trials following a change-point 
in the generative source. Compare with Fig. 2g–i, which shows real data 
grouped by adaptivity. d–f, Psychometric functions as in Fig. 3a. Points 
represent across-subject means (s.e.m. values are obscured by points). 
Lines are logistic fits. For each hazard bin, the slope of the logistic function 
tended to decrease from low to moderate and moderate to high adaptivity 
(low-hazard slopes =  0.56, 0.45 and 0.34; medium-hazard slopes =  0.71, 
0.59 and 0.50; high-hazard slopes =  0.54, 0.57 and 0.36, respectively; 
likelihood-ratio test for H0: equal slopes for each paired comparison, 
P <  0.05 in each case except high hazard, low to moderate adaptivity). 
Compare with Fig. 3c–e, which shows real data grouped by adaptivity.
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to develop and refine their strategies and thus were less likely to 
show such systematic trade-offs in the earliest training sessions. 
We therefore fit the model to brief training sessions that the sub-
jects underwent before testing and subsets of data from the test-
ing sessions, used above, and that were matched to the training 
data according to the specific sequence of hazard rate changes 
experienced and number of trials analysed (60 trials per hazard) 
for each subject.

Despite similar overall performance in the matched training 
and testing data sets, only the testing data set exhibited systematic 
relationships between adaptivity and choice variability across sub-
jects. In particular, the subjects showed similar levels of adaptivity, 
choice variability and best-fitting values of prior precision during 
training and testing (H0 for a two-tailed test of the median per-sub-
ject differences in best-fitting values =  0, P >  0.05 for each param-
eter). The subsets of testing data showed the same relationships 
between adaptivity and choice variability, and their dependence on 
prior precision, as in the full data set (Supplementary Fig. 6b,d,f).  
Like for the full testing data set, these relationships also reflected 
strong, negative correlations between prior precision (φH) from 
fits to the 20-sample model and both adaptivity (Spearman’s 
ρ = − 0.52, P =  0.027; compare to Fig. 6b) and choice variability 
(ρ =  − 0.80, P =  0.0001; compare to Fig. 6c). In contrast, the train-
ing data—representing performance by the same subjects, on 
the same sequences of hazard-rate transitions—showed none of 
these effects (Supplementary Fig. 6a,c,e). This result reflected a 
different pattern of fits of the 20-sample model, including no cor-
relation between prior precision and either adaptivity (ρ =  − 0.21, 
P =  0.40) or choice variability (ρ =  − 0.25, P =  0.33), and a strong, 
positive correlation between choice variability and sensory noise 
(vx; ρ =  0.709, P =  0.001). Thus, although the trade-off between 
adaptivity and choice variability was inherent to all of the learning 
models we tested (Fig. 5), its expression in behavioural data across 
individuals required the consistent use of a particular learning 
strategy and no other major sources of variability. These results 
also show that this trade-off is not an a priori consequence of the 
analysis itself.

The bias–variance trade-off reflected an information bottleneck. 
These results imply that, during testing, the subjects used similar 
learning strategies that differed in terms of their implicit assump-
tions about the complexity of the latent structure of the task envi-
ronment. For the sampling model, this complexity was governed by 
the width of the hazard-rate prior, representing the range of possible 
hypotheses about hazard rate to explore on each trial. We further 
examined this relationship using an 'information-bottleneck' analy-
sis, which did not require making assumptions about the specific 
form of the learning model that the subjects were using.

This analysis was based on computing the mutual information 
between the previous observation (whether the star position was 
to the left or right, along with the objective hazard rate, on the pre-
vious trial) and the subsequent choice (Fig. 8a)35–37. According to 
this framework, complexity can be defined as the amount of infor-
mation being retained from the past (the size of the bottleneck, or 
compression) to make future predictions. Here we used a compu-
tation that isolated the amount of information about hazard rate 
and observed generative state (left or right) on the previous trial 
that was used to make a prediction to inform the current choice 
(that is, given those quantities from the previous trial, what were 
the predicted probabilities of each alternative on this trial), as in the 
normative inference process described by equations (1) and (2). We 
found that this complexity-based metric was related systematically 
to the best-fitting values of prior precision from the sampling model 
across subjects, such that subjects with wider priors showed greater 
complexity (Fig. 8b). Accordingly, complexity was also positively 
correlated with adaptivity (Fig. 8c) and choice variability (Fig. 8d). 
This analysis thus supports the idea that these performance metrics 
naturally trade-off when governed by a learning process that var-
ies in terms of the complexity of the predictive model that is being 
learned.

Discussion
We examined sources of individual variability for a task that involves 
on-line inferences about a hierarchically controlled, dynamic pro-
cess that generates samples of noisy sensory evidence. Optimal 
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performance requires adaptive adjustments in how this sensory evi-
dence is accumulated over time to generate expectations that can 
facilitate choices13. This adaptive process depends on learning latent 
structure in the temporal sequence of evidence samples and thus 
represents a form of statistical learning25. We present three main 
findings. The first is that individual differences in performance 
exhibited a striking trade-off, such that subjects who learned the 
latent structure the best (worst) under changing conditions also 
tended to have the most (least) choice variability. The second is that 
this trade-off arises naturally from learning models with uncer-
tainty on the latent variable to be learned, in this case hazard rate. 
Third, of several models tested, the one that provided the best fits 
to the data used a sampling algorithm that approximated optimal 
inference. The key degree of freedom in the model was the prior 
assumption about the range of possible hazard rates to consider. 
A wider range facilitated learning but increased choice variability, 
whereas a narrower range impeded learning but decreased choice 
variability. This trade-off was consistent with an information bottle-
neck that reflected the complexity of the internal model, in this case 
related to the range of hazard rates considered, used for learning.

Change-point inference has received considerable attention in 
recent years12,16,17,38–42. It represents an experimentally and theoreti-
cally tractable version of the general problem of on-line inference in 
unpredictable environments, which depends on a constant assess-
ment of if and how new information should be used to update exist-
ing beliefs. Under certain assumptions, this problem can be solved 
using an adaptive updating rule that controls when new data should 
be emphasized (for example, just after a change-point that renders 
historical data obsolete) or ignored (for example, when the data are 
uninformative). For binary choice tasks like the one used in this 
study, there are statistically optimal solutions that follow similar 
principles that represent an adaptive generalization of information-
accumulation models central to the study of decision-making12,13,43. 
These adaptive solutions depend on appropriate expectations about 
hazard rate, which allow the temporal dynamics of the inference 
process to match the expected temporal dynamics of the sensory 
input17,44. In the current study, we addressed the general problem of 
how humans learn these expectations.

The accuracy-maximizing solution to this problem uses a hierar-
chically organized inference process, in which statistical parameters 
are treated as latent variables that are governed by hyperparameters 
that can also be treated as latent variables, and so on8,42. Such pro-
cesses are commonly used in machine learning and are becoming 
more prevalent as models of perception and cognition18,34,45,46. One 
example is hierarchical reinforcement learning, which shares with 
our framework the idea that learning occurs simultaneously at 
multiple hierarchical levels, and has also been used to understand 
neural function47–51. However, unlike hierarchical reinforcement 
learning, which addresses learning at different levels of behavioural 
complexity, from simple actions (for example, turn right) to com-
plex action sequences aimed at sub-goals (for example, go to the 
door), our study focused on hierarchical inference.

A downside of these algorithms is that their high computational 
demands often become further exacerbated as they are extended 
hierarchically. One possible solution is to use versions that scale 
more gracefully with hierarchical depth or approximations that 
can capture the basic functionality using simpler computations42,52. 
Here we focused on a different approach, using a sampling algo-
rithm that, in principle, can be implemented by spiking networks, 
approximate hierarchical Bayesian models and learn parameters 
on-line19,21,23,38,53–55. Our model approximated the joint distribution 
of hazard rate and state that was updated for each new observation, 
thus representing a variation on previous sampling algorithms that 
addressed inferences in state space alone11,38,53.

Our sampling model can learn both static and changing parame-
ters on-line based on the stochastic sampling of different hazard-rate 

hypotheses, which can be thought of as a form of 'mental explora-
tion'. Physical exploration depends on stochastic action selection 
to sample new information and thus promote learning24,56–59. In 
contrast, exploration in our model consisted of sampling different 
interpretations of the actual observations, analogous to the kind of 
exploration that has been suggested to facilitate motor learning57. 
This principle provided a parsimonious account of the measured 
relationship between adaptivity and choice variability in terms of 
a single, underlying inference process. This principle also implies 
strong links between explore–exploit and bias–variance trade-offs, 
such that high variances/low biases result from complex models that 
contain a large variety of hypotheses to explore, and low variances/
high biases result from simple models that contain a small variety of 
hypotheses to exploit.

Central to these trade-offs is the idea of model complexity, which 
like in our study has previously been defined in terms of the size 
of a hypothesis space60,61. We represented this size with a continu-
ous hyperparameter governing the precision of a prior (beta) dis-
tribution on hazard rate, in which a wide prior considers a large 
number of hypotheses and a narrow prior considers a small num-
ber of hypotheses located in the centre of mass in the prior. Model 
complexity can also reflect parameter dependencies imposed by the 
likelihood function62. Future work should investigate how both the 
prior over parameter space and the likelihood function govern com-
plexity for other kinds of models and conditions. For example, our 
model may be more applicable for volatile versus static parameters 
and/or limited data from which to learn those parameters.

Future work should also investigate how other definitions of 
complexity relate to on-line inference. Both algorithmic and stochas-
tic complexity have been proposed as universal measures that are 
closely related to the degree of predictability in a data stream, given 
the best possible generative model of the underlying process63,64. In 
this view, complexity includes two components: (1) the bits required 
to describe the underlying generative process, and (2) the bits 
required to describe ongoing, unpredictable variation around this 
process. A related view of complexity that is more closely aligned to 
our study focuses on the ability of an inferred generative model to 
make effective predictions based on historical data streams65,66. This 
idea links complexity with a prior on future data rather than on par-
ticular model parameters, and it makes a critical distinction between 
prediction and reproduction. For example, in delta-rule models a 
learning rate of one implies that the model can reproduce the data it 
receives as input, but its output is one step behind and thus may not 
provide as effective predictions as from a more complex model that 
learned the latent structure governing the generating process. Thus, 
for on-line inference tasks that use historical data to generate expec-
tations, defining the complexity of the model upon which those 
expectations are based may require metrics that take into account 
both the inputs it encounters and the predictions it generates, like 
the information-bottleneck analyses we used35–37,65,66.

Regardless of the exact definition of model complexity, it affects 
prediction in systematic ways. More complex models can account 
for more data but also tend to be more susceptible to noisy infor-
mation that can degrade their predictive abilities18,25–29. This is the 
trade-off we identified in our data. Bias corresponded to inverse 
adaptivity, such that a simpler model (a narrower prior over haz-
ard rate) was less able to adapt to real changes in latent structure. 
Variance corresponded to choice variability, such that a more 
complex model was more likely to consider hypotheses that led to 
behavioural changes driven only by noise, when the objective, latent 
hazard rate was constant. We showed that a sampling model could 
account for this trade-off and explain individual differences in 
behaviour on our sequential inference task. We also found that indi-
vidual differences tended towards models that were less, not more, 
complex than the generative process, possibly implying a role for 
Occam’s razor or minimizing effort or other costs associated with 
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using more complex models67–69. Future work should explore how 
even more general approaches, like nonparametric Bayesian mod-
els, can be used to sample not just the space of possible parameter 
values, but also the space of possible models that might be used to 
solve the kind of inference task we studied here28.

These principles are likely to have broad relevance to com-
monly used perceptual, memory, reward-based and other tasks that 
require multiple, sequential inferences. For these tasks, subjects 
often learn expectations from relevant or irrelevant sequential task 
structure, giving rise to prevalent sequential choice and reaction-
time effects70–74. These effects can arise from ongoing adjustments 
of inference and decision processes, following both normative and 
non-normative principles75–77. Individual differences in these adjust-
ments likely depend critically on differences in the complexity with 
which subjects represent the task structure. Future work should also 
address the source of these differences, including whether and how 
the resulting information-processing trade-offs can be modified 
based on experience, feedback, or other factors.

Methods
Task. Forty-eight subjects participated in the change-detection task after providing 
informed consent, as reported previously13. Here we re-analysed data from all of 
the subjects who participated in 2–6 experimental sessions (26 female, 15 male; age 
range =  19–45 years). Human subject protocols were approved by the University of 
Pennsylvania Internal Review Board. The task was performed on an iMac with a 
27” (68.5 cm) screen.

For the inference task, subjects were required to indicate on each trial which 
of two sources, corresponding to two triangles laterally flanking the centre of 
the screen, generated a randomly positioned visual star. The two triangles were 
separated by 16 cm and represented the centres of a pair of two-dimensional 
Gaussian distributions. On each trial, one triangle was chosen as the true source of 
the generated star, and that source’s associated two-dimensional distribution was 
sampled to determine the position of the star. Because the triangles were separated 
along the horizontal axis, only this dimension was relevant for determining which 
triangle represented the true source on that trial. For each session, one of three 
different variances of the pair of two-dimensional distributions was randomly 
chosen without replacement (the ratio of the distance between the triangles and the 
standard deviation of the generative process, or d', was 4.17, 3.00 or 2.44).

Each session consisted of either 2 blocks of 1,000 trials or 5 blocks 400 trials. 
Block transitions were not signalled. Each block used a hazard rate that governed 
the rate of switching between the two sources (triangles) and was chosen randomly 
from a set of seven possible values (0.05, 0.1, 0.3, 0.5, 0.7, 0.9, 0.95). Hazard rates 
were chosen without replacement within sessions to ensure a change across blocks. 
Each session used one of the following feedback conditions: (1) no feedback; (2) 
visual feedback given on each trial indicating the correct answer; or (3) a mixture 
in which each 1,000-trial block began with 400 trials with feedback, followed by 
400 trials without feedback, and finally 200 trials with feedback.

Before each session, subjects were instructed that the triangles generated 
stars into overlapping neighborhoods and shown representations of the spatial 
distributions. They were then instructed that triangles would “take turns” 
generating stars, with switches in the turn-taking that would occasionally 
be fast or slow. After receiving these instructions, subjects were shown an 
animation illustrating the generative process (that is, a sample sequence of trials) 
that corresponded to the appropriate variance for that session. Subjects were 
then given a series of 120 practice trials with feedback before the onset of the 
experimental session.

Subjects were paid a minimum US$8 per session and an additional amount 
based on performance. This additional amount started at US$5 at the beginning 
of each session, then was decreased by 20 cents for each incorrect choice and 
increased by either 1 or 2 cents for each correct choice. The total cash reward 
was continuously updated on feedback trials but not on non-feedback trials. On 
average, subjects received a total additional cash reward of US$8 (range US$0–27).

Models. We fit the behavioural choice data using several models, as detailed 
below. The first was a descriptive model, without a trial-by-trial learning 
component, that quantified the degree to which behaviour adapted to the block-
wise changes in objective hazard rate. The remaining models described trial-by-
trial learning processes according to an ideal observer, a sampling approximation 
and a delta-rule approximation, respectively. All models were fit to the exact 
sequences of data experienced by the subject (the stochastic sampling model 
required each sequence to be simulated multiple times, as described below). These 
sequences occurred over multiple days (sessions), each of which included multiple 
hazard-specific blocks with unsignalled transitions between blocks. We therefore 
modelled the trial-by-trial learning processes by resetting to initial conditions 

(that is, picks from the prior distribution over hazard rate for the ideal-observer 
and sampling models, and the initial hazard rate for the delta-rule model) at the 
beginning of each session.

The within-subject stability of each model parameter estimate was estimated 
by: (1) randomly partitioning each subject’s set of 2–6 sessions into two groups, (2) 
holding all other parameters fixed to the values fit to the entire set of sessions and 
(3) allowing the parameter of interest to freely vary by partition for that individual.

Adaptivity model. We estimated the degree to which each subject learned the 
hazard rate (H) by comparing block-wise objective values of H to estimated 
subjective values. We estimated the subjective values by fitting choice data to a 
(non-learning) model that assumed that the subject had complete knowledge of 
the mean (μ) and session-specific standard deviation (σs) of the generative process 
(which were shown on the screen) but only subjective estimates of H. Specifically, 
the probability of a particular triangle (side) generating data on trial n (zn), given 
all previously observed samples defined by their horizontal location (x1:n),  
was defined as:
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The subjective hazard rate on trial n (Hn,subjective) was determined from the objective 
hazard rate on that trial (Hn,objective) by assuming a linear relationship between each 
expressed as the log odds (that is, Jn =  log(Hn/(1–Hn)):

= + ×J J m J (4)n H n,subjective default ,objective

where the two free parameters are: (1) Jdefault, governing the default hazard rate used 
on average (and converted to Hdefault as 1/(1 +  exp(–Jdefault))), and (2) mH, the slope of 
the regression that describes the subject’s adaptivity to hazard rate.

We wrote the decision variable Ln as the log posterior odds of the states  
because there were only two states (equation (1))13, with the model choosing the 
right state when Ln >  0 by convention, denoted using the indicator variable ĉ = 1n  
for right, ĉ = 0n  for left. We fit choice data to the regression model by writing the 
probability of making a rightward choice as a logistic function of the decision 
variable Ln and two subject-specific free parameters describing additional  
sources of choice variability that resulted from lapses (λ) and noise in the  
decision variable (vl):

ĉ λ λ= + − ∕ + − ∕L vPr( ) (1 2 ) (1 exp( )) (5)n n l

Note that converting this probability to the probability of switching  
choices (from left to right or right to left) with respect to the likelihood  
from equation (3) expressed as evidence for (positive values) or against  
(negative values) a switch yields the same parameter fits and provides a  
more intuitive relationship between the slope of the psychometric function  
(as in Fig. 3) and the parameter vl.

The four free parameters Jdefault, mH, vl and λ were fit to each subject’s choice data 
cn by using gradient descent to minimize the cross-entropy error function:

∑ ĉ ĉ= − − − +e c c(1 )log(1 Pr( )) log(Pr( )) (6)
n

n n n n

We also used fits from the adaptivity model to compute a predicted accuracy per 
subject under matching conditions (that is, the exact sequence of star positions, 
states and hazard rates), allowing us to compare overall performance across 
subjects. Specifically, choices for each subject were simulated using equations 
(3)–(5) and the best-fitting parameters from each subject (but assuming a lapse 
rate of zero, to focus on attention-based performance) applied to the concatenated 
sequences of trials presented to each subject (362,000 total trials). We computed 
overall performance as the mean probability of making a correct choice (from 
equation (5)) across all simulated trials.

Ideal-observer learning model. The ideal-observer learning model was a 
hierarchical, Bayesian, on-line inference algorithm that assumed the hazard rate 
(H) itself was governed by a change-point process, such that on every trial there 
was a fixed probability, K, of a sudden change in H.

H was assumed to be generated from a beta distribution, which we 
parameterized with mean µH and precision φH:

α β
μ α α β φ α β

= − ∕
= ∕ + = +

α β− −H H HPr ( ) (1 ) B( , )
( ),

(7)
H H

0
1 1

The goal was to make on-line inferences about which state (z; left or right) of the task 
environment was generating sensory data on each trial from a Gaussian distribution 
with known means ± μs (triangle position) and standard deviation σs (spread of star 
positions shown to subjects before every experimental session). To derive the ideal 
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observer, we began with the joint probability distribution of sensory data (x), states 
and hazard rates given all parameters governing the process, letting n denote trial:

∏
φ μ μ σ

μ σ φ μ

∣

= ∣ ∣ ∣







x z H K

x z z H H K

Pr( , , , , , , )

Pr( , , ) Pr( )Pr( , , )
(8)

n n n H H

k k k n n n H H

1: 1: 1: s s

s s 1: 1: 1:

where we have used the conditional independence properties of the model in  
Fig. 5a. We sought a posterior distribution over state-space on a given trial, using 
all sensory information collected thus far, ∣z xPr( )n n1: . Using equation (8) to write 
the joint posterior distribution of hazard rate and state on a single trial:

∑∫
φ μ μ σ

φ μ μ σ

φ μ μ σ
∣ =

∣

∣
−

H z x K
H z x K

H H z x K
Pr( , , , , , , )

Pr( , , , , , , )

d Pr( , , , , , , )
(9)n n n H H

n n n H H

n z n n n H H

1: s s
1: s s

0

1
1: s s

n 1

we can rewrite the numerator (the joint distribution of hazard rate, state and data) 
recursively as:

∑

∑

∫

∫

φ μ μ σ

φ μ μ σ

μ σ

φ μ μ σ

∣

= ∣

= ∣ ∣

∣ ∣

− − −

− −

− − − −

−

−
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1
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By definition of the model, the transition probabilities in hazard-rate space are:

δ

∣ =
− + =

≠

= + − −

−
−

−
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1
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where δ is the Dirac delta function. Transition probabilities in state space are:

∣ =
− =

≠−
−

−






z z H

H z z
H z z
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(1 )

(12)n n n
n n n

n n n
1

1

1

∣z xPr( )n n1:  is obtained as a marginal distribution by integrating over Hn, and 
likewise for Hn (as for the simulations in Fig. 5) by summing over zn. Choice data 
were fit to the ideal-observer model using a decision variable Ln that was based on 
the log posterior odds of each state, given all data collected as in equation (1) and 
using the marginal posterior distribution. Equation (10) allowed us to write Ln as 
the sum of a dynamic log prior odds and a log likelihood ratio, as in equations (1) 
and (2)13:
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As in equation (5), choice noise was assumed to come from: (1) lapses (λ), 
and (2) the influence of sensory noise on the decision variable. Because LLRn 
was a linear function of the sensory data, we could approximate sensory noise by 
rewriting the standard deviation in that space as a linear function of the generative 
variance task space, μ σ= ∕v v 2l x s s

2, giving:

ĉ λ λ= + − +


























L
v

Pr( ) (1 2 ) 1
2

1
2

erf
2

(14)n
n

l

In principle, sensory noise could also influence the dynamics of the inference 
process over both state and hazard-rate space (equation (10)). However, we found 
that influence to be negligible and thus avoided the high computational cost of 
including it there in the simulations.

We fit the model with free parameters µH, φH, K, vx and λ, to choice data using 
gradient descent on the same cross-entropy error function as in equation (6).  
All simulations used discretized values of objective H between 0.01 and 0.99  
in steps of 0.01.

Sampling-based learning model. We approximated the ideal observer with 
a sampling algorithm that was based on a bank of M sampled ‘hazard-rate 
hypotheses’ (H(m)) that was updated on each trial and used to infer the current state, 
given the sequence of data and the same prior on hazard rate (Pr0(H)) from the 
ideal-observer model. The updating procedure had three main components, which 
were executed on each trial, given the data observed on that trial (xn), as follows.

First, the likelihood of obtaining the data observed on the given trial (xn) 
was determined using each H(m) with the marginal distribution over state space 
(numerator in equation (15), below). Normalizing by the sum of these likelihoods 
(denominator in equation (15)) yielded a weight (w) associated with each hazard-
rate hypothesis:

∑ ∑
∑ ∑ ∑

μ σ

μ σ
=

∣ ∣ ∣

∣ ∣ ∣

− − −

− − −

−

−

w
x z x H

x z x H

Pr( , , ) Pr(z )Pr(z z , )

( , , ) Pr(z )Pr(z z , )
(15)n

m z n n s s z n n n n
m

H z n n s s z n n n n
m

( ) 1 1: 1 1
( )

1 1: 1 1
( )

n n

m
n n

1

( )
1

Second, a single hypothesis was sampled from this distribution with probability 
wn

m( ). This sampled, point estimate of H was used on the next trial by a normative 
inference process to update the posterior probability of each state (z1 or z2), given 
the new data (xn+1) (equations (1) and (2))13.

Third, the entire bank of M hypotheses was then updated by re-sampling 
each probability given by both wn

m( ) and the volatility parameter K as in the ideal-
observer model, with = −+ H K wPr ( ) (1 )n

m
n

m
1

( ) ( ), and replaced with a new sample 
from the prior with probability K. Thus, the posterior distribution of hazard rates 
was approximated as ∣ ≈ ∑ =H x wPr( )n n H H n

m
1:

( )
m( )  and the posterior predictive 

distribution as:

∑∣ ≈ − ++
=

+H x K w K HPr( ) (1 ) Pr ( ) (16)n n
H H

n
m

n1 1:
( )

0 1m( )

The entire inference process was initialized with M random samples from 
Pr0(H), parameterized as for the ideal-observer model in equation (7). This model 
thus had three hyperparameters: µH and φH governing the mean and precision, 
respectively, of the prior distribution over H, and K, governing the fraction of 
existing hypotheses that were replaced with new ones from the prior after each 
trial. This algorithm also allowed us to write the decision variable as a log posterior 
odds, here for a given hypothesis m:

=
|
|











L

z x
z x

log
Pr( )
Pr( )

(17)n
m n

m
n

n
m

n

( ) 1
( )

1:

2
( )

1:

Here choice variability was intrinsic to the inference process itself, allowing us to 
model choice as the probability of choosing a hypothesis consistent with the choice, 

>LPr( 0)*m
n
( ) , where we have used an asterisk to indicate the sampled state-space 

hypothesis used for inference and learning on subsequent trials.
We fit this model using the same five free parameters as in the ideal-observer 

model (µH, φH, K, vx and λ). Here we made Gaussian approximations of L *
n

m( ) 
by simulating the process for a given parameter set 500–10,000 times. For each 
simulation, we also included zero-mean Gaussian noise in xn with standard 
deviation vx as a free parameter to allow for subject-specific sensory noise,  
as in the ideal-observer model. For each set of simulations we then measured  
the mean and standard deviation of the sampled decision variable across 
simulations. These results, in turn, could be used to estimate choice  
probabilities as in equation (14), with Ln as the mean of simulated Ln and  
vl as the standard deviation.

Fits were obtained for each subject using the same cross-entropy error 
function as in equation (6). However, unlike the regression and ideal-observer 
models, here the loss function was inherently stochastic and non-smooth, so we 
could not use gradient descent. We thus fit the model with a gradient-free, direct 
search method. At each iteration, a grid of parameter sets in the neighborhood 
of the current best parameter set was polled, and a new parameter set was 
chosen from a point on the grid that resulted in a lower loss function value78. 
For computational efficiency, each parameter set was polled using a mean and 
standard deviation of L *

n
m( ) estimated with 500 simulations, and if a polled set 

indicated a lower cross-entropy error, L *
n

m( )mean and standard deviation were 
re-estimated with 10,000 simulations and the new set was accepted only if the 
error remained lower than the previous current best value. We found this last step 
to be crucial to avoid local minima and under-estimated loss function values for 
comparisons with other models.
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Delta-rule learning model. We developed an additional learning model to 
approximate the ideal-observer solution, here based on point estimates of hazard 
rate and a static learning parameter governing a delta rule operating on change-
point probability: ω σ≡ ≠ ∣−z z x HPr( , , )n n n n n s1 1: . We derived wn from the joint 
posterior probability of states at trials n and n −  1:

μ σ

μ σ

∣

= ∣ × ∣ × ∣
−

− − − −

z z x H

x z z z H z x H

Pr( , , , , )

Pr( , , ) Pr( , ) Pr( , )
(18)

n n n n

n n n n n n n n

1 1: s s

s s 1 1 1: 1 1

Where the second factor on the right-hand side is given by equation (12) and 
the third by equation (3). Using equation (18) we have:

∑ ∑
∑ ∑
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1 1: 1

n n n

n n n

n n
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1

and with learning rate γ, we have:

γ ω= + × −+H H H( ) (20)n n n1

Note that γ represents the learning rate for hazard-rate inference. The inferred 
hazard rate, in turn, informs state-space inference (equations (1) and (2)) that under 
some conditions may involve analogous updates with its own learning rate, possibly 
one that is adaptively adjusted in response to changes in the inferred hazard rate13,44.

The entire inference process was initialized with a given Hinitial analogous to the 
mean of the prior in the ideal-observer and sampling models. We fit the delta-rule 
approximation to choice data using gradient descent on the cross-entropy error 
function defined in equation (6), using the same noise parameters as in the ideal-
observer and sampling models (λ and vx).

Information-bottleneck analysis. We used a data-driven approach based on 
the notion of predictive information to measure the complexity of a participant’s 
internal model of the task environment65,66. Specifically, the information-bottleneck 
method seeks the smallest compression, or model, Z of past observations that also 
maximizes predictability about the future37. The size, or complexity, of this model is 
measured by the amount of information it encodes from the past ≡I I X Z( ; )past past .

We computed this value as the mutual information between the stimulus 
features F observed at some time-point t, and the participant’s responses R at some 
time point t′ > t following this observation:

∑ ∑≡ = ∣ ∣
>

∈ ∈

′










I I F R r f r log

f r
f

( ; ) Pr( ) Pr( )
Pr( )
Pr( ) (21)t t t

r R f R
past 2

To make this measure tractable given the relatively limited amount of data we 
obtained, we categorized observations into six discrete features: the star’s position 
(left or right) and the objective hazard rate (low, medium or high). Furthermore, 
to minimize the sensitivity of this measure to the specific sequences of features 
observed by each subject, we subtracted from each participant’s Ipast the predictive 
information relating past observations to future ones (that is, using equation 
(21) to calculate >′I F X( ; )t t t , where in this case F encodes only the left/right star 
position and not hazard rate). Thus, standardized values near zero imply history-
independent responses (because sequential dependencies in the responses matched 
those in the data stream), whereas increasing values indicate an increasing use of 
historical observations to guide future choices.

Life Sciences Reporting Summary. Further information on experimental design is 
available in the Life Sciences Reporting Summary.

Code availability. Matlab code for all models and analyses is available at https://
github.com/TheGoldLab/Projects/tree/master/2018_GlazeEtAl_NHB.

Data availability. The data that support the findings of this study are available 
from the authors upon request.
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